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Pebbles and Covid-19 
Imagine you are on a beach and your friend picks up a pebble and remarks that it looks a lot like a coin. 
Without you seeing it she marks one side of the pebble ‘heads’ and the other ‘tails’ using some hidden 
code.  She challenges you to guess the chance of it coming up heads with heads on top after she flips it 
in the air. What would your guess of this chance be? 

Given that you have no idea how symmetrical the pebble is you might guess any number between zero 
(impossibility) and one (certainty), reasoning that if the pebble is asymmetrical and top heavy it might 
never land heads up, or vice versa. Being a good sport, your friend lets you visually inspect the pebble 
and you see the pebble is asymmetrical, rough and by your judgement looks to favour heads. You now 
have more information and believe the pebble is more likely to come up heads, but by how much? It is 
obviously difficult to be exact, but you might guess somewhere in a region around 55% chance of it 
coming up heads. 

Your friend now offers you a bet that the pebble will come up heads 90% of the time. Would you take 
that bet and how would you decide who has won the bet? Clearly the obvious thing to do would be to 
do some experiments by flipping the pebble, say one hundred times, and count the number of times the 
pebble comes up heads. From this you could calculate, the proportion of times it came up heads. To aid 
our reasoning here we might plot a graph (Figure 1) reflecting our knowledge about the pebble, where 
the area under the curve represents our confidence about any given chance value being correct. The 
straight line reflects our initial (prior) knowledge before we inspected the pebble – as we do not know 
what the chance of heads on the pebble might be, all values between 0% and 100% are equally likely. 
The curve centred around 55% reflects our guess of what the chance is of the pebble coming up heads 
after we have inspected it – we might hedge our bets a little and says some values are more certain than 
others, but 55% looks most likely. 

After the pebble has been flipped one hundred times the third curve represents the chance calculated 
from the frequency of heads occurring from these one hundred flips. By comparing this empirical result 
with your guess, it is clear you have lost the bet. 

So, what has this got to do with covid-19 testing rates in the UK? An awful lot, because the reasoning 
processes that must be applied to the pebble are just as applicable to covid-19 PCR tests. Bayesian 
statistics and probability theory provide a way to use mathematics to reason about how much we know 
and how uncertain we are about what we think we know. It can represent our ignorance, which is neat 
and useful.  

It is therefore natural to use Bayesian methods to not only estimate a single number, such as the chance 
I am infected with covid-19 given I have tested positive for it, but also estimate an uncertainty range 
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around that number to reflect our ignorance/confidence about this number. This confidence will come 
from the amount of knowledge we have. If you had never heard of PCR tests before and knew nothing 
about covid-19 this would be like having the pebble hidden from view. If you knew about covid-19 but 
nothing about the PCR test this would be a similar situation to being allowed to guess the chance of a 
head on the pebble but only after inspecting it. If you do know about covid-19 and had knowledge about 
the accuracy of the PCR test, you could apply the PCR test repeatedly to determine infection prevalence. 
As we progress through each of these stages, we gain knowledge (and expunge ignorance) about our 
estimates and can quantify our confidence in these estimates. 

 
Figure 1: Confidence and Ignorance about the percentage chance the pebble is marked ‘Head’ 

We can use this approach, and our pebble analogy, to answer three important questions about covid-19: 

Q1: What is the chance the PCR test shows positive when the disease is present or vice 
versa? Here a positive is equivalent to a ‘head’ on our pebble, but the fact that it is a ‘head’ is 
kept hidden each time we try to predict it. The equivalent challenge for pebbles would be to use 
features like asymmetry and roughness to predict how it might land; the PCR test is doing the 
same with the disease using features (hopefully) particular to the disease. 

Q2: What is the chance a subject has the disease given a positive PCR test? A positive 
depends on whether the subject has the disease and whether the PCR test successfully detects 
this as positive. For our pebble example this would be equivalent to our friend choosing a pebble 
from the beach marking it with heads/tails using the hidden code, using some (fiendish?) 
unknown rule, and then us estimating whether it likely marked head/tails by inspecting it. 

Q3: What is the prevalence of the disease in the population? The number of PCR tests 
undertaken, and the number of positives encountered will determine the answer to this question 
but these in turn depend on answers to Q1 and Q2. The accuracy of the PCR test and the number 
of false and true positives generated will determine the prevalence. To stretch our pebble 
analogy even further this is equivalent to your friend marking all the pebbles on the beach with 
‘heads/tails’ and you taking samples to determine the ‘true’ percentage of pebbles that are 
heads/tails. 
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UK Covid-19 Testing Data 
Let us now turn to the data. If we look at the UK data on testing and the number of positives for covid-
19 we can see that it has fallen from a peak in April and now in September it is claimed it is increasing, 
giving some cause for concern (Figure 2). The UK government claim this is the start of an exponential 
growth process that will overwhelm the country and the NHS. But should we really be worried at this 
stage? Should we panic? 

 
Figure 2: Confirmed Covid-19 cases per 1000 tested 

Professor Sunetra Gupta’s is quoted in the Daily Telegraph as saying this about the governments now 
infamous exponential graph: 

I think it is wrong. I was quite surprised that such a graph would be presented to the public. It 
was qualified even by them as being not even a prediction, so it's very hard to understand the 
logic of that. Why would you present something that is not even a prediction?  

Personally, I don't think it's possible to predict with any accuracy exactly what's going to 
happen. I don't think mathematical models are very good at that. But this is not even a 
prediction. It was just following a line of thinking in which the doubling time would remain 
what it has appeared to be over the last week for an extended period of time. 

Let us apply Bayesian reasoning to help address the uncertainties here about our three questions and in 
doing so address Professor Gupta’s apprehensions. 

 

Q1: What is the chance the PCR test is positive when the disease is present 
or vice versa? 
What do we know about the accuracy of the PCR test? Matt Hancock claims it has an  0.8% false 
positive rate, meaning that from lab tests used to established whether covid-19 was present or not (at 
sufficient levels to cause infection) that 1 in 125 or 2 in 250 samples, that were known to be negative 
were actually wrongly tested as positive (250 samples are typical of the scale of many drug/test trials). 
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Similarly, we can determine the false negative rate from known positive samples. Unfortunately, there 
are currently no independent and published results demonstrating how the 0.8% false positive rate was 
determined, which is very worrying, but let’s take Hancock at his word. 

Being Bayesian, we would ask how uncertain are we about the false positive rate? How much do we 
really know and what bounds might we put around 0.8%? Assuming 250 lab tests were done, and 2 
false positives were detected, we would get the graph below (Figure 3), with a mode of 0.8% but with 
a 95% confidence interval of (0.24%, 2.8%). So, even with 250 lab tests we remain uncertain – the PCR 
test could be a lot worse than we think and this will affect any conclusions that rest upon it. 

 
Figure 3: False positive rate for PCR test (mode 0.8%) 

As far as the false negative rate is concerned, we will give the benefit of the doubt and assume it is very 
low, say being derived from lab tests of 100 known positive samples which were all correctly identified 
as positive. 

Q2: What is the chance a subject has the disease given a positive PCR test? 
Let us now apply our Bayesian tools to the second question. If we look at the UK’s covid-19 test data 
at the peak, on 11th April, there were 4853 positives from 15713 PCR samples taken, we could be very 
sure (97%) of the chance of you having covid-19 given a positive test (the positive predictive value 
(PPV)), just because so many people being tested actually had it. This is shown in the graph below 
(Figure 4): not only is it high with a mean value of 97% but we are also very certain about this. Hence 
if you were tested positive by PCR you could be very confident you had it. 

 
Figure 4: Chance of a true positive on a diagnostic PCR test on 11th April (mode 97%) 
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But where are we now, that the peak has passed and given that PCR testing has increased dramatically? 
On 17th September there were 236219 tests and 4422 positives. When we use these numbers in our 
Bayesian model. Given the rarity of the disease in September, if someone is tested for covid-19 the 
chances of them actually having it are also very uncertain, primarily because the test isn’t good enough 
to pick up cases when the infection prevalence rate is so low, as shown in the Figure 5 graph. Here the 
mean chance of a true positive on September 19th is only 47%, but our confidence of this chance is 
massively uncertain, between 3% and 87%! 

So, in September getting a positive PCR test for covid-19 is meaningless for an individual. It is worse 
than tossing a coin.   

 
Figure 5: Chance of a true positive on a diagnostic PCR test on 17th September (mean 47%) 

Q3: What is the prevalence of the disease in the population? 
on 11th April the infection prevalence rate (IPR) was indeed very certain, at around 30%, as shown in 
the graph of Figure 6 below. 

 

Figure 6: Infection prevalence on 11th April (mean 30%) 

But where are we now, that the peak has passed and given that PCR testing has increased dramatically? 
The infection prevalence rate graph (shown below in Figure 7) now and has a mean of less than 1%, 
but lies between 0 and 2%, which is very uncertain. This is a huge level of uncertainty around a number 
which might look alarming but what it really tells us is that we are genuinely ignorant about infection 
prevalence when it is at such low rates. 
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Figure 7: Infection prevalence on 11th April (mean 1% but high uncertainty) 

Also, it is worth bearing in mind that these tests have not been applied to randomly sampled people 
representative of the UK population as a whole but primarily  (a) those who show symptoms of this, 
and other coronaviruses, flu etc or are believed to have been in contact with someone who does; (b) 
NHS employees and those who need a negative test for surgery in covid-“safe” hospitals; (c) those who 
need a negative for their professional or learning activities 

Is there any evidence of any trend (never mind an exponential one)? 

How do these uncertainties affect any claim that the trend in infection rate in the UK is rising and doing 
so exponentially? The graph in Figure 8 shows us the uncertainty around the mean infection rate as 
calculated using our Bayesian approach for all days been august 12th and September 19th. The lines 
represent the 95% uncertainty around the dots which represent the mean infection rates. The dots “look 
like” there is an increase in the infection rate, but the key message is that the lines all overlap 
considerably, from which we conclude that there is no statistically significant evidence of an increase 
at all and no signs yet of an exponential increase. 

 
Figure 8: Infection prevalence between April and September (Week 1 is 12 Aug and week 39 is 19 Sept) 
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From these results we can deduce that there remains insufficiently solid evidence, despite the number 
of tests done, to support any claim there is an exponential increase. There is no reason to panic. 

Of course, there are many sources of uncertainty at play here that need to factor into any decision 
making including: 

• The fact there is no gold standard to compare the PCR test to 
• There are no independently verified lab tests of PCR accuracy 
• The PCR test can be run at different levels of amplification which can result in more/less false 

positives 
• What a positive test means in term of active symptomatic infection 
• Difference between symptomatic and asymptomatic people: they have different probabilities 

of getting tested, different probabilities of having the virus, and different probabilities of testing 
errors. 

 


